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Abstract

The task of learning Fully Convolutional Neural Networks (F-CNNs) for Semantic
Segmentation requires large amount of annotated data with fine-grained categorization
of each pixel to a class. Often in many real life scenarios annotations of certain classes
on certain images are missing. For example: given a task of segmenting a RGB image
into classes {car, sky, road}, some selected images can have annotations only for car,
while unannotated sky and road, inspite of its being present in the given image. This
kind of datasets with ‘missing annotations’ poses problems when used to learn standard
F-CNNs due the ambiguity produced in the background class. Although generating
such missing annotations for a dataset is less tedious and cheaper from the alternative.
In this thesis, we attempt towards learning F-CNN models with such dataset. Our
contribution lies with designing a generic multi-head F-CNN model which divides
the N class segmentation task in N heads, while getting trained reliably with less
annotations per class. Such N head segmentation might produce conflicting labeling in
certain overlap regions, where we propose to solve using model uncertainty for each
of the heads. We benchmark our idea on Visceral dataset on the task of whole body
segmentation and demonstrate substantial improvements over the baselines.
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Zusammenfassung

Die Aufgabe, Fully Convolutional Neural Networks (F-CNNs) für die semantische
Segmentierung zu erlernen, erfordert eine große Menge an annotierten Daten mit
feinkörniger Kategorisierung jedes Pixels zu einer Klasse. Oftmals fehlen in vielen
realen Szenarien Annotationen bestimmter Klassen auf bestimmten Bildern. Zum
Beispiel: Bei der Aufgabe, ein RGB-Bild in Klassen {Auto, Himmel, Straße} zu seg-
mentieren, können einige ausgewählte Bilder Annotationen nur für das Auto haben,
während ein nicht annotierter Himmel und eine nicht annotierte Straße, obwohl sie
im gegebenen Bild vorhanden sind. Diese Art von Datensätzen mit fehlenden Annota-
tionen wirft Probleme auf, wenn sie zum Erlernen von Standard-F-CNNs verwendet
werden, da in der Hintergrundklasse Mehrdeutigkeiten auftreten. Obwohl das Erzeu-
gen solcher fehlenden Annotationen für einen Datensatz weniger mühsam und billiger
ist als die Alternative. In dieser Arbeit versuchen wir, F-CNN-Modelle mit einem
solchen Datensatz zu erlernen. Unser Beitrag besteht darin, ein generisches mehrköp-
figes F-CNN-Modell zu entwickeln, das die Segmentierungsaufgabe der N-Klasse
in N-Köpfe unterteilt und gleichzeitig zuverlässig mit weniger Anmerkungen pro
Klasse trainiert wird. Eine solche N-Kopf-Segmentierung könnte zu widersprüchlichen
Markierungen in bestimmten Überlappungsbereichen führen, in denen wir vorschlagen,
die Modellunsicherheit für jeden der Köpfe zu verwenden. Wir benchmarken unsere
Idee des Visceral-Datensatzes über die Aufgabe der Ganzkörpersegmentierung und
zeigen wesentliche Verbesserungen gegenüber den Basislinien.
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1. Introduction

Semantic segmentation associates every pixel of an image to object class. Deep Learning
and Convolutional Neural Networks have reached outstanding performances on various
visual recognition tasks. Fully convolutional neural networks (FCNNs) have achieved
state-of-the-art performance in the field of semantic segmentation. In an end to end
fashion, they produce a segmentation for all image pixels without the need of splitting
the image into patches. Yet, training F-CNNs is challenging because each image serves
as a single training sample and consequently much larger datasets with manual labels
are required in comparison to patch-based approaches, where each image provides
multiple patches. However, access to large scale annotated datasets are seldom available.
While the amount of unlabeled data rapidly grows, the access to labeled data is still
limited due to the labour intense process of manual annotations. The annotation
process is an extremely time consuming task for semantic segmentation, due to factors
such as tediousness, inaccessibility, scarcity of expert annotation, subjectivity and cost
leading to an immense deficiency of largely annotated datasets.

Most datasets in real lives are not comprehensively annotated. For instance, given a
task of segmentation of an image into {vehicle, human, sky, road} classes. Set of images
in the training data containing all classes may contain annotations of only vehicle and
human, with missing annotations for road as well as sky. These missing annotations
though being present in the image are treated as background, leading to ambiguity in
the background class.

Rich high-quality annotated data is critical for semantic segmentation learning, yet
acquiring dense and pixel-wise ground-truth is both labor- and time-consuming. Seg-
menting anatomical structures in these images is often necessary to better understand
physiological and pathological processes through quantitative analysis. As the wealth
of data increases, manually annotating the images becomes prohibitive. Automated
segmentation approaches may face challenges in large databases due to large variability
in shape and appearance of the structures of interest, the presence of pathologies,
or different imaging protocols used to acquire the images. In particular, it becomes
increasingly desirable to develop robust and accurate segmentation techniques that rely
on minimal manual input or weak supervision. The problem of missing annotations
challenge is amplified in the medical field, where highly qualified professionals are
needed. The segmentation masks have been realized by clinical experts but they have

1



1. Introduction

Figure 1.1.: Ground Truth Label with missing lung annotations vs Fully annotated
ground truth with all annotations including lung.

focused on specific organs or anatomical structures, e.g. liver pathologies [1]. As a
consequence, the collected labels intrinsically contain missing annotations, as illustrated
in Figure 1.1. We attempt to use a data set as explained in the figure, comprising of
sparse class annotations in the respective training volumes.

The aforementioned missing annotations issue can also be solved by methodologies
like weakly supervised segmentation models which can be classified into categories
like scribbles [2, 3], bounding boxes [4], clicks or even image-level tags [5, 6, 7, 8,
9]. However, using global labels for generation of pixel wise annotations makes such
approaches inferior to fully supervised counterparts [1].

In this paper, we propose an end to end framework for automatic semantic segmenta-
tion taking into consideration pixel wise uncertainties inspired from the concept of Data
Distillation [10], as well as Bayesian networks [11]. Ensembling multiple models has
been a successful method for improving accuracy. However, data distillation utilizes
an ensembling of data trained on several teacher models utilizing either the same
architecture or a varied ones, instead of several model to learn a student model at the
end. It is based on the classic idea of self-training, or making predictions on unlabeled
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1. Introduction

Figure 1.2.: Annotation Generation using Data Distillation.

data and using them to update the model. In a similar way, the model uses predictions
to fill in the gaps in its own training data.[10]. Bayesian SegNet [11] captured the
importance of utilizing uncertainty for probabilistic pixel wise segmentation.

As illustrated in figure 1.2, we use separate models for each data volume containing
sparse annotations to learn class annotations. Our idea is to generate annotations on
unlabeled data using a model trained on large amounts of sparsely labeled data, and
then retrain the model using the extra generated annotations per class to generate fine
grained annotated datasets. We perform knowledge distillation from only a small per-
centage of data containing missing labels to generate pixel wise dense annotation maps.
After this procedure, we use voxel wise merging strategy to generate a computationally
expensive fully annotated data set containing all classes. The ensembled predictions
are used to retrain another student model using the same model setting to obtain the
final predictions.

1.1. Contribution

Extensive experiments have been conducted on Visceral dataset [12], with various
configurations to evaluate the effectiveness of the proposed methods from different
perspectives. The experimental results have evidenced that our dense annotation gener-
ation framework can be a cost effective and flexible solution for semantic segmentation
learning. In this thesis, we propose a method and annotation strategy which enables
the use of partially annotated data for image segmentation, with the main goal of
reducing the required manual labeling effort. We propose two novelties to solve the
issue of inadequate annotations:

3



1. Introduction

• We introduce an uncertainty based pixel wise merging methodology to generate
dense annotations from a sparsely annotated dataset. From partially labeled
dataset, containing class wise predicted annotations. The model is retrained
using predicted dense annotations which produces nearly the same segmentation
results as the ground truth labels.

• We propose a N-head network architecture which takes as input all classes as
input and pixel wise segments all the classes where each class represents a head
in the network. This implementation performs on the fly annotations for efficient
segmentation during training.

Since it is common for medical datasets to have annotations from different experts.
Obtaining a consensus of many expert annotations is challenging due to their varying
expertise levels, intra- and inter-expert variability, and missing labels of one or more ex-
perts [13]. Our approach of uncertainty based data distillation from sparsely annotated
datasets, is aimed to solve the generic problem of segmenting with missing data from
some experts by learning from limited datasets in order to generate annotations as close
as possible to complete as well as manually annotated data. Experiments on 6 organ
classes {liver, spleen, right lung, left lung, right kidney, left kidney} show the relevance
of the proposed approach for semantic segmentation: with 70% of missing annotations,
performs similarly as a baseline trained with complete ground truth annotations.
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2. Related Work

Semantic segmentation has been widely investigated in past years. More recent methods
apply per-pixel classification using convolution neural networks(CNN). Fully Convolu-
tion neural networks (F-CNN) have recently attracted much attention in segmentation.
However, the annotation for pixel wise segmentation masks usually requires consider-
able human effort. To relieve the high demand of pixel-level annotation in semantic
segmentation, weakly- and semi-supervised learning approaches have attracted much
attention.

2.1. Segmentation with Limited Training Data

Numerous amount of methods have been proposed to solve the problem of limited an-
notated datasets including weakly supervised learning techniques, and semi-supervised
semantic segmentation methods which require reduced level of annotations. Pixel-
level Labeling interpreted the segmentation task within the multiple-instance learning
framework in weakly supervised learning, which is comparatively inferior to its fully
supervised counterparts.

Papandreou et al. [14] employed Expectation Maximization to solve weakly su-
pervised semantic segmentation using annotated bounding boxes and image labels.
Similarly, Hou et al. [15] also relied on an EM inspired approach, however, they used
image labels and saliency masks for the supervision. Di et al. [3] make use of scribbles
to train the segmentation network where scribbles provide few pixels for which the
ground truth labels are known. Similarly, Bearman et al. [16] combines annotated
points with objectness priors as the supervisory signals.

Coarse annotations (e.g., scribbles, coarse polygons) which is an economical alter-
native which could not generate a satisfactory performance as compared to human
annotated dense annotations. A coarse-to-fine annotation enrichment strategy for
semantic segmentation learning was proposed by Luo et al. [17] outperforming other
state-of-the-art weakly-supervised segmentation methods. The paper on Handling
Missing Annotations for Semantic Segmentation with Deep ConvNets [1] introduced
a new deep convolutional neural network addressing the issue of learning with in-
complete ground truth as well as partially annotated data. Experiments on 3 organ
classes (liver, stomach, pancreas) showcased the relevance of the proposed approach
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2. Related Work

for semantic segmentation:with 70% of missing annotations, performing similarly as
a baseline trained with complete ground truth annotations. An approach for robotic
perception [18] in cluttered scenes that led to winning the recent Amazon Robotics
Challenge(ARC) 2017 introduced a robust perception pipeline to solve the problem of
unseen categories in the test data. A deep metric learning approach was used with
three separate steps: semantic-agnostic boundary detection, patch classification and
pixel-wise voting.

2.2. Semi-Supervised Learning

Semi-Supervised Learning (SSL) is halfway between supervised and unsupervised
learning, where in addition to unlabeled data, some supervision is also given, e.g.,
some of the samples are labeled. Semi-supervised semantic segmentation gives a
trade-off between decent performance and labeling efficiency.

The lack of performance of deep learning based semantic segmentation models due
to limited pixel-level annotations for rather limited semantic categories was solved by
Xiao et al. who introduced a novel transferable semi-supervised semantic segmenta-
tion model [19]. The paper on Consensus based Image Segmentation [13] derived a
consensus ground truth segmentations from multiple expert annotations using graph
cuts and semi supervised learning (SSL). SSL was used to predict missing annotations
by considering global features and local image consistency. Graph cut obtained a
global maximum without an iterative procedure. Experimental results on synthetic
images, showed that the final segmentation was more accurate as well as consistent
than competing methods.

Radosavovic et al. [10] utilized a large unannotated dataset, and a classic idea of
self-training to improve the performance on object and human keypoint detection tasks.
The researchers developed a four-step sequence: training a model on a large amount of
supervised data; applying the trained model to unsupervised data; generating labels
for that unsupervised data; and, finally, incorporating both the supervised and (now
automatically labeled) unsupervised data to go back and retrain the model. This
method of semi-supervised learning algorithm called data distillation to train a single
model in order to predict multiple transformed copies of unlabeled images for data
distillation has the potential to outperform state-of-the-art fully supervised methods.
Combining more traditional curated training data with a large amount of unlabeled
data is a viable strategy and opens up the possibility of drawing information from
real-world sources to speed the creation of AI systems.

6



2. Related Work

2.3. Segmentation Uncertainty

Modeling uncertainty is crucial for designing trustworthy automatic procedures, yet
CNNs have no natural way of providing such uncertainties to accompany its pre-
diction. Uncertainty estimates are useful as they have been shown to be capable of
detecting when a neural network is likely to make an incorrect prediction. Bayesian
models [20, 21] provide a framework which naturally includes uncertainty by modeling
posterior distribution using variational inference. The common drawback of existing
segmentation methods is that they require a strong supervisory signal, consisting of
the annotation masks of the known objects that are used during training. In contrast,
Bayesian instance segmentation approach [22] introduced in an instance segmentation
framework in an open set world does not necessarily require such object annotation
masks. A posterior distribution was approximated with a simulated annealing optimiza-
tion in this paper, while being capable of segmenting all object instances irrespective
of whether they have been detected or not and are from a known or unknown class.
Uncertainty estimates are useful in the context of deployed machine learning systems
as they have been shown to be capable of detecting when a neural network is likely to
make an incorrect prediction.Recent efforts in this area include Monte-Carlo Dropout
[23], Multiplicative Normalizing Flows [24], and Stochastic Batch Normalization [25].
These methods have been shown to be capable of producing uncertainty estimates,
although with varying degrees of success.

Probabilistic pixel-wise semantic segmentation with a measure of model uncertainty
has been introduced with Bayesian SegNet [11]. SegNet has an encoder network and
a corresponding decoder network, followed by a final pixelwise classification layer.
The paper predicted pixel wise labels with a model of uncertainty with Monte Carlo
sampling using dropout at test time, which substantially improved the segmentation
performance by 2-3% across state of the art architectures.

To the best of our knowledge, data distillation from missing annotations to generate
fine grained dense annotations has not been worked upon before. In this work, a model
was retrained with large amounts of annotations generated from unlabeled data. In
contrast to these methods, we train a model from a significantly low percentage of a
sparse data volume per class annotation to generate similar human annotated dense
annotations. Experiments demonstrate that we can use such a framework to produce
results as trained using complete ground truth annotations.
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3. Methodology

We propose a methodology to learn fully convolutional networks on sparsely annotated
datasets using uncertainty driven data distillation. This is a general omni-supervised
learning approach, derived from the concept of [10] that distills knowledge from
unlabeled data without the requirement of training a large set of densely annotated
segmented data. Our proposed methodology of segmentation with missing annotations
involves four steps as explained in figure A.2:

(i) considering total number of classes as N, training N segmentor models for the
task of binary classification (just as in normal supervised learning)

(ii) applying the trained model to the remaining unlabeled data;

(iii) converting the predictions on the remaining data percentage into labels by pixel
wise ensembling predictions containing all classes; and

(iv) retraining the model on the union of the manually labeled data and automatically
labeled data

We describe the above steps elaborately by first define a problem statement that we
aim to solve. Next, we elaborate the network architectures used to train followed by
an introduction to the procedure of Bayesian inference used to calculate pixel-wise
uncertainty inclusive of segmentation maps. Finally, we propose an uncertainty based
voxel-wise merging strategy to generate dense annotations consisting of all classes.

3.1. Problem Definition

Given a set of training images with missing image-level annotations and a set of
unlabeled test images, we assume that every training image is segmented into a set of
classes. Each pixel in the image is assigned to an object class with unlabeled pixels being
potentially categorized as background. The objective of segmentation with partially
annotated data is to learn from such a sparsely annotated dataset to generate dense
fine grained annotations comparable to segmentations obtained from human annotated
dense ground truth labels.

8



3. Methodology

Figure 3.1.: The proposed procedure of uncertainty driven data distillation. Every data
volume is fed into a segmentor model to segment different class pairs.
Input data X is learned to segment the class pair liver-spleen, Y to segment
class pair right-left lung and Z to learn right-left kidney. After prediction
on the remaining volumes for each data class pair, we use an ensembling
procedure to obtain densely annotated annotations with all classes and
retrain the same network on Data volume (X+Y+Z)

9



3. Methodology

Assuming that we have total v number of data volumes V represented by a volume
set SV= {V1,V2, ...,Vv }. For a raw image I in a data volume V consisting of n = m× l
pixels, where m and l are the dimensions of I. Annotations of a total number of c classes
in data volume V are represented as a set of binary maps SC= {S1,S2, ...,Sv }, where
Sk ⊂ {0, 1}n, k = 1..c, indicating the presence of each pixel annotated to the k-th class.
Incomplete annotations containing c classes but with missing labels in each set for each
image I in data volume V, represented as a set of binary maps SZ= {SZ1 ,SZ2 , ...,SZv },
where SZk ⊂ {0, 1}n, k = 1..z, indicating the presence of each pixel annotated to the
k-th class, where z≤c. Assuming, each pixel in the binary map SZ is not annotated, as
it is true in many real life applications, we aim to densely annotate them to a finer scale.
The objective uncertainty masks are denoted as SU = {α1,..., αv }, where αk ⊂ (0, 1)n, k
= 1..c. α indicates the confidence of the i-th pixel that belongs to the k-th class. Using
the uncertainty-map set SU in addition to incomplete annotations SZ from a limited
volume set SV , we aim to annotate the unlabeled set of images such that it contains
complete annotations for classes c, that is as close as possible to fine grained human
label set SC.

3.2. Bayesian Neural Network with MC dropout

Bayesian models provide a framework which naturally includes uncertainty by model-
ing posterior distribution. Bayesian neural networks (BNN) are probabilistic models
that do not learn a set of deterministic parameters but a distribution over those parame-
ters. It aims to learn the posterior distribution of the neural network’s weights W given
training data X and Y. The posterior distribution, which is denoted as p(W|X,Y), usually
cannot be evaluated analytically. Variational inference is often used to approximate the
posterior distribution. Given an approximating distribution over the network’s weights,
q(W), Kullback-Leibler (KL) divergence is minimized between p(W|X,Y) and q(W).

KL(q(W)||p(W|X, Y)) (3.1)

In order to approximate from the posterior distribution of the model, we use a
dropout [26] layer after every encoder and decoder block both at training as well as
testing time as used in [27] with a dropout rate of q. In order to leverage uncertainty
information in our predictions, which is necessary while learning from data containing
missing ground truth annotations, we first train a semantic segmentation model f (as
shown in Figure 1). The segmentation network f takes in some image x, and produces
two outputs: class prediction logits ρ and corresponding uncertainty estimates u.

ρ, u = f (x) (3.2)

10



3. Methodology

Uncertainty map u is calculated pixel-wise using the original outputs of f, using
monte-carlo dropout inference as explained below.

3.2.1. Bayesian-Inference

The key to estimating model uncertainty is the posterior distribution, also referred
to as Bayesian inference. In order to produce a distribution over the outputs, an
uncertainty estimation procedure called Monte-Carlo dropout (MC dropout) is often
used, approximating a BNN by sampling from a neural network trained with dropout
at inference time. MC-dropout models epistemic uncertainty, which is the uncertainty
associated with the model parameters, such that increasing the amount of training data
tends to decrease the epistemic uncertainty associated with the model. There have been
various research efforts on approximate inference in deep learning, which we follow to
approximate model uncertainty using the Monte Carlo dropout method.

Bayesian neural networks with MC dropout can obtain better performance and
uncertainty estimation. Following the approach used for Bayesian SegNet [11], we
apply dropout rate of q = 0.2 after each encoder and decoder block of our segmentation
model architecture. As explained in the figure 3.2, a given input I is feed-forwarded M
times with different dropped out neurons, generating M different Monte Carlo (MC)
samples of segmentation {S1, S2, · · ·, SM } [27]. During test time we sample from the
segmentation network M times (we use M = 10) and then calculate the average The
final probability map is given by computing the average of softmax probability over all
of the samples in order to approximate Monte Carlo integration.

p =
1
M

M

∑
i=1

So f tmax(ρ) (3.3)

The model uncertainty Us(x) for a given voxel x, for a specific structure s is estimated
as entropy over all M MC probability maps ps. We calculated the voxel wise uncertainty
using

Us(x) = −
M

∑
i=1

pi
s(x)log(pi

s(x)) (3.4)

Voxels where uncertainty is low (i.e. entropy is low) indicates a low confidence of
voxel x belonging to the categorized object class. We leverage the voxel-wise calculated
uncertainty value to obtain dense labels containing all classes, as explained in section
3.2.1.
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3. Methodology

Figure 3.2.: A single input scan results in different Monte Carlo (MC) segmentations
(S1, S2, S3) based on different dropouts in the segmentor model. The final
segmentation map is the average of all MC samples.

3.2.2. QuickNAT for Image Segmentation

We use a modified QuickNAT architecture 3.3 proposed in [28] , based on a fully
convolutional architecture having an encoder-decoder like architecture with 4 encoders,
4 decoders separated by a bottleneck layer and consisting of dense blocks and consisting
of skip connections between all encoder and decoder blocks followed by a classifier
layer with softmax to estimate probability maps for each of the class. These skip
connections not only provide rich contextual information for segmentation, but also
provide a path of gradient flow from the shallower layers to deeper layers, improving
the training.

Considering the total number of classes as N, we use the above described semantic
segmentation architecture N times for binary classification of each pixel. For a given
data volume set SV , we obtain N annotation sets SA = {SA1 ,.....,SAN }, where each
annotation set is trained on a subset of whole data volume SV . For N segmentation
volume sets, we use bayesian inference as explained in section 3.2.1 to predict on
all the remaining volumes, followed by an uncertainty based ensembling procedure
as described in section 3.3. However, using N segmentation models increases the
overhead of training a network by N along with increasing the number of parameters.
To overcome the stated problem, we propose a modified architecture, called N-head
QuickNAT elaborated below.
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3. Methodology

Figure 3.3.: Model architecture used to train on the sparse annotations for each class
separately used to get prediction maps for each class segmentation problem
respectively

13



3. Methodology

Figure 3.4.: Training the proposed N-head classifier f(x) for simultaneous segmentation
of multiple classes for inputs x1, x2,x3 to obtain multiple predictions p1, p2,
p3 using multiple heads h1, h2, h3

N-head QuickNAT: Instead of using an additional segmentation model for each
class separately, we introduce an N-head network architecture illustrated in figure 3.4.
This network learns to segment separate classes simultaneously using N heads for N
classes.

Loss =
N

∑
heads=1

(LogisticLoss + DiceLoss) (3.5)

Loss Function: We train the model by optimizing a joint loss function of weighted
logistic loss and multi-class Dice loss simultaneously as used in the original paper
[28]. High class imbalance in the data and encourage proper estimation of anatomical
boundaries using an appropriate weighting scheme multi-class logistic loss and Dice
loss simultaneously

Model Training: We learn the Quick-NAT with Adam Optimizer. The learning rate
is initially set to 0.001 and reduced by one order after every 10 epochs till convergence.
Mini batches of size 4 images are used, constrained by the 64 GB RAM of the Nvidia
GeForce GTX 1080 GPU. A high momentum of 0.95 is set to compensate for this small
batch size.

14



3. Methodology

3.3. Uncertainty based Merging

After performing inference on the unlabeled data for each class separately, we use an
uncertainty based merging algorithm 1 to obtain dense aggregated predictions. Given
a data volume set SV , prediction maps SP with their corresponding uncertainty maps
SU on limited data volumes, we aim to obtain annotations containing no missing labels.

The dense predictions are obtained using a function h(x) for auxiliary label generation,
considering a voxel x in every prediction map obtained using bayesian inference. If
the annotated data volume is present in a labeled set, the voxel x is classified as the
same object class i as present in the ground truth. The function h(x) for an unannotated
image in a data volume SVK , is the probability map j if calculated uncertainty value of
voxel x is the least among all classes.

Algorithm 1 Uncertainty based pixel-wise merging

procedure Merging(SV ,SP,SU). Merging prediction maps p in SP using uncertainty
maps u in SU

for image I in SVK where SVK ∈ SV do
for each pixel x in image I ∈ SVK do

if SVK ∈ groundtruth then
h(x) = i . Auxiliary map h for voxel-x, is classified as Class i

else
if min(SUj(x)) == uj(x) then

h(x) = p(j) . Auxiliary map h for voxel-x, is classified as Class j
end if

end if
end for

end for
end procedure

3.4. Retraining with Generated Annotations

A student model which is used as a final model with the same architecture as the
teacher, distills knowledge from a union set of the original sparse data with missing
annotations and the labeled data with automatically generated dense annotations.
Training on the union set is straightforward and requires no change to the loss function
as well as the model architecture. The new knowledge generated from unlabeled data
can be used to improve the model.

15



4. Experimental Results

4.1. Dataset and Preprocessing

We use a data scans from VISual Concept Extraction challenge in RAdioLogy (VIS-
CERAL9) project [12], consisting of 20 volumes each for 4 different imaging modalities
and field-of-views, with and without contrast enhancement for Magnetic Resonance
(MR) and Computed Tomography (CT) imaging as shown in the plot ??. We tackle
the task of segmenting 6 organs: left kidney, right kidney, left lung, right lung, liver
and spleen on whole-body contrast enhanced CT (ceCT) scans. The silver corpus
in the visceral dataset was automatically labeled by fusing the results of expert and
algorithmic segmentation estimates. We train on 65 scans from the silver corpus, and
test on 20 scans with manual annotations from the gold corpus.

Training with Limited Annotated Data As stated above, we train a network Data
Volume containing annotations for liver, spleen, right lung, left lung, right kidney and
left kidney, which is split into X, Y and Z volumes respectively. For instance, data
volume X is used for segmentation of liver and spleen, Y for segmentation of right left
lung as well as Z for right left kidney. Liver spleen annotations are generated for data
volume Y+Z, right left lung annotations for X+Z and right left kidney for X+Y. We test
our proposed procedure of uncertainty driven data distillation from sparse annotations
by performing the below specified experiments.

Considering the total number of classes as (N+1) including background, we start with
classifying each organ pair independently, using N binary classifiers respectively. By
inferring on every trained binary classifier, the remaining 70% data annotations along
with the pixel wise uncertainty maps are generated. First, we segregate annotations
based on data volume for every class. For simplicity, we use three class-pairs: liver-
spleen, right-left lung as well as right-left kidney. In order to simulate the missing
annotations for every data volume, we keep one class pair for learning and push other
classes to the background.We consider 30% training data for liver-spleen segmentation
as foreground and push other classes as background; after which we repeat the same
procedure i.e segment right-left lung as well as right-left kidney on 30% data each. We
considered these pairs on an assumption of joint occurrences of the respective object
classes.
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4. Experimental Results

4.2. Baselines

4.2.1. Merging Strategies for Fully Annotated Data

We test our proposed procedure by comparing the dice scores obtained by training on
30% data to the one obtained after training on fully annotated volumes using all the 7
classes. The evaluation is done on the 20 scans of gold corpus. As observed from table
4.1, our proposed method successfully achieves comparable dices scores to the fully
annotated method with dice score difference of 1-2% except for right-left kidney where
the difference is the lack of training data in the selected data volume. For object classes
including liver, right-lung, and left lungs, our proposed method was a success which
can be attributed to the easy structures. For object class spleen, our proposed method
out-performed than training with complete annotations which can also be due to the
inherent noise caused by algorithmic segmentation.

Uncertainty and Random Merging: Uncertainty based aggregation of prediction
maps for each class is tested against a random pixel assignment method which selects
a random class from the prediction maps instead of selecting least uncertainty value
for pixel assignment to a significant object class. To quantify the performance of our
proposed method, we compare the dice scores of the annotations generated by merging
using both uncertainty as well as random techniques. As observed from table 4.1,
our proposed method: uncertainty based distillation obtains a higher performance to
random merging.

Train and test based merging: Merging in the test set space prediction on the
remaining unannotated volumes is another tested baseline. Test based merging involves
pixel wise generation of annotations directly after inference on the test data without
training a student model on complete training data. This leads to significantly low dice
scores as the proposed method.

4.2.2. Data Split

Training Data Percentage: Considering 33% data volume for training the respective 3
class-pairs was tested against different percentage of data volume per object class: 50%
for right-left kidney, 30% for right-left lung and 20% for liver-spleen, considering the
assumption of increased data volume for harder organ segmentation. The dice scores
for an unbalanced data split, in table 4.2 show a significant increase for both right-left
kidney due to the increased percentage of training data volume.

Fine Tuning Successive Networks: The student can either be fine-tuned starting
from the teacher model or retrained from the initial weights.Fine tuning every successive
network or using the pre-initialized weights from the first trained model, leads to a
decrease in performance, as observed in [10]. So we retrain a model in all our performed
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4. Experimental Results

Table 4.1.: Dice Scores on gold corpus comparing uncertainty based merging strate-
gies

Class Fully Annotated Random Merging Uncertainty Dist Test Merging
Dice Score Dice Score Dice Score Dice Score

Liver 0.91±0.03 0.89±0.02 0.90±0.02 0.87±0.03
Spleen 0.82±0.17 0.84±0.14 0.85±0.14 0.84±0.15
Right Lung 0.97±0.02 0.96±0.05 0.97±0.06 0.96±0.06
Left Lung 0.97±0.01 0.96±0.01 0.96±0.01 0.96±0.01
Right Kidney 0.91±0.07 0.85±0.07 0.86±0.14 0.83±0.17
Left Kidney 0.93±0.06 0.77±0.12 0.81±0.06 0.73±0.15

experiments. We found that retraining consistently results in better performance,
suggesting that the teacher model could have been in a poor local optimum.

4.2.3. Model Architecture

Training N networks increases the pixel wise false positives thereby increasing the
ambiguity of a voxel belonging to multiple classes at the same time. To avoid over
segmentation caused by training N networks corresponding to every class, we train a
single network which segments the respective classes simultaneously on the fly. Reduc-
ing the time and space complexity, N-head network classifies every class corresponding
to every head.

4.2.4. Learning from class pairs compared to one-vs-all training

Pairwise Different merging strategies were also adopted for the N-head architecture;
for the pairwise training of several class annotations. For all the above experiments, the
N head architecture contained 3 heads for each class pair respectively.

One vs all We test our proposed network architecture by comparing it with the
performance of training N networks separately for N classes. For all the classes, as in
table 4.3. N-head architecture increases the dice scores as the relative information upto
the last dense bock is preserved before splitting the network into the same number of
heads as the number of classes. Table 4.4 and 4.5 illustrates the significant difference in
the obtained results of the different network architectures, after being trained separately
on each class. For this experiment, the N head architecture had 6 heads for each class
respectively. They compare the uncertainty as well as random based merging strategies
for the respective network architecture.
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4. Experimental Results

Table 4.2.: Dice Scores on gold corpus using balanced and unbalanced training per-
centage per class annotations

Class Fully Annotated Balanced Split Unbalanced Split
Dice Score Dice Score Dice Score

Liver 0.91±0.03 0.90±0.02 0.89±0.02
Spleen 0.82±0.17 0.85±0.14 0.86±0.11
Right Lung 0.97±0.02 0.97±0.06 0.94±0.11
Left Lung 0.97±0.01 0.96±0.01 0.96±0.03
Right Kidney 0.91±0.07 0.86±0.14 0.88±0.07
Left Kidney 0.93±0.06 0.81±0.06 0.86±0.06

Table 4.3.: Dice Scores on gold corpus using N separate networks and a single net-
work with N-heads

Class N-networks N-head network
Dice Score Dice Score

Liver 0.83±0.06 0.84±0.07
Spleen 0.81±0.14 0.81±0.14
Right Lung 0.97±0.03 0.97±0.02
Left Lung 0.96±0.03 0.97±0.02
Right Kidney 0.81±0.14 0.83±0.14
Left Kidney 0.89±0.06 0.89±0.06

Table 4.4.: Dice Scores on gold corpus comparing uncertainty based merging strate-
gies using N-head proposed architecture and N-networks

Class N-head Uncertainty N networks: Uncertainty
Dice Score Dice Score

Liver 0.86±0.07 0.85±0.07
Spleen 0.60±0.15 0.49±0.13
Right Lung 0.95±0.03 0.94±0.02
Left Lung 0.91±0.02 0.90±0.02
Right Kidney 0.74±0.15 0.50±0.14
Left Kidney 0.66±0.05 0.63±0.06
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4. Experimental Results

Table 4.5.: Dice Scores on gold corpus comparing uncertainty based merging strate-
gies using N-head proposed architecture using random merging one vs
all

Class N-head Random N networks: Random
Dice Score Dice Score

Liver 0.85±0.08 0.81±0.08
Spleen 0.58±0.16 0.48±0.15
Right Lung 0.92±0.03 0.93±0.02
Left Lung 0.89±0.03 0.90±0.02
Right Kidney 0.48±0.16 0.49±0.15
Left Kidney 0.60±0.05 0.60±0.07

Figure 4.1.: Different segmentation maps obtained for all the experiments on a single
scan taken from the test data
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5. Conclusion

We introduced a framework for segmentation with missing ground truth annotations
with some classes merged into the background class. The proposed methodology
of using binary classifiers for per class segmentation, uncertainty based ensembling
strategy and usage of a n-head network increased the dice scores for every class.
From the experiments performed on the proposed method, we derived the following
conclusions.

Using the proposed methodology of using an uncertainty based distillation method
utilizing less than half the percentage sparse data per class annotations, we achieved
comparable results to training with complete fine grained ground truth labels. This
setting can be used n many biomedical applications, where successful training of
fully convolution neural networks (FCNNs) is restricted by an insufficient amount of
annotated images or partial annotated datasets available by limited clinical experts.
Our approach, can derive close results as training with completely labeled datasets.

Moreover, the uncertainty based voxel-wise merging strategies out-performed normal
merging strategies indicating the significance of using uncertainty based methodologies,
increasing the dice score by more than 5% as compared random or average dense
aggregation strategies. The N-head network architecture performed considerably better
than N-networks trained separately. This not only lead to decreased use of network
parameters but also reduced space and time complexity. Per pixel over-segmentation in
the results was also decreased increasing our performance with limited utilization of
resources.

Considering varied annotated data volume sets in a real life setting, we approached
to solve the problem of missing annotations by simulating various data splits used for
training the network which introduced the significance of training data. As expected,
the higher the percentage of data used for training each model, it results in better
prediction estimates as observed by our descriptive experiments explained in the above
sections. We hope our work will attract more attention to this practical, large-scale
setting.
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A. Appendix

A.1. N head network

Over segmentation in the prediction maps Using N networks for segmenting (N+1)
object classes increased linearly the time to train the networks. Adding an additional
object class to the annotation set thereby increased the number of network parameters.
The proposed N head architecture performs a segmentation of all classes with one
network, providing simultaneous results for all the classes used.

The importance of using N head architecture for training several teacher models into
one before retraining the student model figure A.1 shows the result of retraining the
model called the student model distilling the knowledge from all the teacher models.
Dice Plot A box plot of the dice score comparing the two network architectures is shown
in A.4. Inference was performed after training by one vs all training method. The dice
score comparisons obtained training is comparatively higher for right kidney as well as
spleen specifically where our approach of using the former network architecture did
not give good results.

Over Segmentation Per pixel classification to multiple object classes was caused
by training separate networks for each class where the false positive rate per pixel
annotations was quite high as it can be seen from figure A.1. Since many of the slices
of scans views did not show all of the organ types, the predicted prediction contained
false positives as well. Repeating all experiments using the N head architecture resulted
in a lower rate of over segmentation as expected, thereby improving the quality of the
initial teacher model trained, thereby increasing the performance of our uncertainty
based dense aggregation strategy of generating labeled maps.

Weighted Loss We use median frequency balancing where the weight assigned to a
class in the loss function is the ratio of the median of class frequencies computed on
the entire training set divided by the class frequency. This implies that larger classes in
the training set have a weight smaller than 1 and the weights of the smallest classes are
the highest. We also experimented with training the different variants without class
balancing or equivalently using natural frequency balancing.[11].As observed in the
table A.2, we used a median frequency balancing approach to weight the logistic loss
in addition to the dice loss. However, our results increased the dice scores for the object
class left kidney by a hughe margin but decreased dice scores for other classes.
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A. Appendix

A.2. Retraining with dense annotations

Impact of teacher quality To understand the impact of the teacher quality on the
process of uncertainty driven data distillation, we observe the performance of teacher
quality by measuring the dice scores before generation of dense aggregated prediction
maps. The results of dice scores before performing the first experiment of uncertainty
based merging strategy as elaborated in the above sections, is illustrated in table A.1
as well as table A.2.

The new knowledge generated from unlabeled data can be used to improve the
model. To do this, a student model (which can be the same as the original model or
different) is trained on the union set of the original supervised data and the unlabeled
data with automatically generated labels. Then we train the same student model on
each teacher. Figure A.1 shows the result of retraining the model called the student
model distilling the knowledge from all the teacher models. This demonstrates a nice
property of the data distillation method: one could expect a bigger improvement if a
better teacher will be developed.

A.3. Merging Strategies

Train vs Test Set Dice scores comparing the merging strategy using N-head architecture
both in train as well as test space. Merging in the test space generates dense aggregated
annotations directly after inferring upon the sparse as well as missing annotations
which is lower in performance as compared to the fully annotated dense annotations as
well merging in the train set domain, thereby highlighting the significance of retraining
the student model.

Balanced vs Unbalanced Dataset We plotted the dice scores comparing the merging
strategy using N-networks in the train space A.5. Greater the training data percentage
present during training as well as learning for a comparatively longer time as expected,
results in higher dice scores. As observed from the plot, training on 50% kidney data
results in higher dice scores thereby increasing the significance of training on manual
expert annotations.
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A. Appendix

Figure A.1.: Segmentation on test data comparing the two network architectures used
for training on missing annotations

Table A.1.: Dice Scores after merging using N separate networks using class pairs
before training a student model

Class Merged data
Dice Score

Liver 0.92±0.02
Spleen 0.91±0.12
Right Lung 0.97±0.04
Left Lung 0.98±0.02
Right Kidney 0.94±0.05
Left Kidney 0.91±0.03
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A. Appendix

Figure A.2.: Different segmentation maps obtained for all the experiments on a single
scan taken from the test data

Table A.2.: Dice Scores on gold corpus using N head network one vs all strategy
before training student model

Class N-head Weighted N head
Dice Score Dice Score

Liver 0.80 0.87
Spleen 0.80 0.84
Right Lung 0.92 0.96
Left Lung 0.92 0.96
Right Kidney 0.81 0.83
Left Kidney 0.87 0.72
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A. Appendix

Figure A.3.: Dice plot comparing training with fully annotated vs sparsely annotated
data using both uncertainty as well as random based merging
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A. Appendix

Figure A.4.: Dice plot comparing proposed N head architecture vs using N networks
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A. Appendix

Figure A.5.: Dice plot comparing data split strategies in the train space using N net-
works comparing a balanced split of 33% split of each class vs an unbal-
anced split with a data split of 50% of right left kidney, 30% of liver spleen
and 20% of right-left lung
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